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Overview / Purpose

The goal of the Raritan Search Application Framework is to create a completely configurable / modular search application toolkit that enables code reuse without sacrificing extensibility or flexibility. This document is intended as a guide for developers to introduce the basic architectural and design concepts of the RTI framework. After reading this document, developers should have a basic understanding of overall organization, major interface modules, how to troubleshoot applications and how to enhance existing modules or to write new modules to extend the framework’s functionality.  

In addition to this document, developers should consult the RTI Framework "cookbook" for example applications and the "parts catalog" which provides a quick overview of the current set of configurable modules. One of the important goals of the toolkit is to not "reinvent the wheel", so it is critical for a developer to understand current capabilities before inventing new ones. There are several ways to extend the capabilities of the toolset as described in the section titled "Extending the Framework". Sometimes adding a configuration parameter or parameter choice to an already developed module will suffice. If that is not an adequate solution, adding a wrapper module or filter that can reuse already developed modules is often appropriate and there are numerous examples of this approach. If neither of these solutions is workable, a new module can be written from scratch and plugged into the framework. The basic interfaces and configuration management make this easy to do – once the code is written according to the interface specifications, it is ready to be plugged in, tested and used. Finally, a determination that none of the above can provide a robust solution is an indication that the framework design needs to be extended. In these cases, developers should work with RTI framework architects to ensure that the design changes are done properly to minimize impact on the current code set. 

The intent of the framework architecture is to ensure that changes follow the pattern described above in terms of how often changes of a certain type need to be made - 1) extensions to existing modules through the addition and/or extension of configuration parameters should happen more frequently than, 2) building on existing modules through the use of  wrapper modules and/or filters than, 3) creation of new modules, 4) creation of new module types (interfaces) and so on. That is, developers should understand that this is a "work in progress" but that all development should build on work already completed and should itself be capable of being built upon. This may require a bit more up-front effort than developers are used to but will more than pay for itself as the toolkit continues to evolve. In fact, if the above development patterns are followed, developers can usually add new functionality much more rapidly than they could by writing it "from scratch".

Architecture

The architecture of the RTI framework is intended to provide true multi-tier applications in which the user interface or "presentation" layer is separated from the back-end or "data" layer by a middle tier or "business logic" layer.

RTI framework applications have a common layered structure consisting of a "front end" or application layer, a configuration layer, the pluggable framework modules and "back ends" or external systems:

Application Layer  – Configuration Layer – RTI Framework Modules - "Back End" systems.

The application layer ensures that the framework modules can be used in numerous application contexts, or in other words that the modules are not restricted to use in a single environment such as a web application. The configuration layer is the key to the framework's modularity or "pluggability". Framework modules used in an application are defined in the XML configuration layer by the selection of module implementation classes and the configurable parameters needed to control their appearance and/or behavior. The modules themselves are designed to work with one or more "back end" systems such as search systems, external web sites or relational databases, but their modularity and configurability ensure that each application can control what external systems are used and how they are integrated with information from other systems.

Application Layer

The application layer or "Front End" can be any application that uses framework modules. It is responsible for initiating the "Configuration Manager", interfacing with modules and handling outputs. Some examples are:

Web application

JSP / Custom Tag Layer

XML Configuration Layer

Java code layer

WebServices applications

Background  processes

Alerting service

Data collection ( e.g. Verity collection / PI builds)

Reporting service

Test applications

Development test harnesses

Regression test suites

Maintenance applications (e.g. Federated 404 checkers).

Configuration Layer

The configuration layer is responsible for organizing and configuring the modules used in an RTI search application. The RTI configuration layer uses an extensible factory pattern – using the eXtensible Markup Language (aka XML) and the Factory and Visitor design patterns (see section on Design Patterns below).

The basic concept of the configuration layer is that the framework "knows" the overall schema of a configuration XML - the "skeleton" or main outer tags and the interface classes that are associated with each main element type, but it doesn't understand the details or inner schema of each XML element. This is left to the implementation class itself specified in a tag attribute (e.g. "class=" or "rendererClass=" ). 

For example, the RTI framework contains modules called "Search Sources" which are responsible for retrieving data from some content source. The framework knows to look for tags named "SourceType" within the main application configuration XML and will initialize an object that extends the abstract base class com.raritantechnologies.searchApp.SearchSource for each <SourceType> tag that it finds. The SourceType tag has a required attribute "factoryClass" which defines a Java class that  "knows" how to interpret this piece of XML and to initialize a particular type of SearchSource. For other modules, there may be no separate factory class -- these objects understands their own XML and are responsible for initializing themselves from an XML fragment. (DOM Element). Each of these classes implements the basic IConfigurable interface which defines a single method “initialize” which takes a DOM representation of an XML fragment:

public void initialize( org.w3c.dom.Element configElement);

Since the framework only knows that objects are IConfigurable and delegates to each object the task of initializing themselves from an XML tag, new modules can be added to the framework by writing the Java code for the object and simultaneously defining the object’s XML schema (in practice – the schema is defined by the logic of the classes initialize method). Once this is done, the new module is ready to be plugged in and used.

General Configuration XML organization

An RTI configuration XML contains several basic tags: 

· FieldSpecs define the search / result metadata fields for the application at an abstract (non source-specific) way.  

· SourceType tags define search sources

· SearchForm tags define search user interfaces

· DisplayForm tags define result display user interfaces

· ContentHandler tags define modules that can retrieve full-text documents.

· ParamMap - provides a general purpose parameter map

· SecurityManager tags define objects that provide access security to documents or document fields.

· SystemObjects – a general purpose element which enables the framework to be extended by developing new interface types that extend IConfigurable.

An example configuration file is shown below. Note that the details of the inner tags are left unspecified here ("parameters needed by this type of ___"). This is because these details vary with the specific module class and are defined as the module is designed and developed.  (Note that while a module configuration schema is open, it should conform to RTI schema conventions to make it easier to configure framework applications). This enables new modules to be added to the framework without any changes to the framework itself.

<ConfigXML>

   <!-- Describes search/display metadata fields to be 

       used in an application -->

<FieldSpecs>

   <Field>

     <ID>TI</ID>

     <Name>Title</Name>

   </Field>

</FieldSpecs>

    <SourceType type="someType" 

             factoryClass="some SearchSourceFactory" >

      <!-- parameters needed by this specific SearchSource type -->

    </SourceType>

    <SearchForms>

      <SearchForm name="basic" 

                  rendererClass="some search form renderer" >

        <!-- parameters needed by this type of SearchFormRenderer -->

      </SearchForm>

    </SearchForm>

    <DisplayForms>

      <DisplayForm name="brief"

                   rendererClass="some display form renderer" >

        <!-- parameters needed by this type of DisplayFormRenderer -->

      </DisplayForm>

    <ContentHandlers>

      <ContentHandler 

           class="implementation of IDocumentContentHandler" >

        <!-- parameters needed by this IDocumentContentHandler -->

      </ContentHandler>

    </ContentHandlers>

    <ParamMap>

    </ParamMap>

    <SystemObjects>

      <SystemObject name="itsName" type="An extension Type"

                    class="some kind of IConfigurable" >

        <!-- parameters needed by this IConfigurable object -->

      </SystemObject>

    </SystemObjects>

</ConfigXML>

Modules are added to the framework by extending the basic interface IConfigurable, or one of its sub-interfaces (for example, IDisplayFormRenderer). The module developer then writes the IConfigurable interface's initialize method:

public interface IConfigurable

{

    public void initialize( org.w3c.dom.Element xmlElement );

}

where the parameters and sub tags needed by the IConfigurable object to initialize itself are defined. 

Note that the module developer does not need to write code to call this initialize method. To activate the new module, XML conforming to the new initialize method needs to be written and inserted into the proper place in the framework configuration file. A new module is one of the standard types (SearchSource, SearchForm etc.) or a completely new type. If the former, its XML should be put into the appropriate section, if the later it can be added in a SystemObject element. When the application is started, the new module will be initiated and accessed. (New configuration elements may also require front-end objects such as JSP custom tags to be written that are ‘aware’ of the new type.) See the section on basic framework initialization below to see how this works, and the section on writing new framework modules for information on the code needed to plug in new modules.

A configurable object can contain other configurable objects by extracting sub tags from its own Element and creating the new object using the dynamic instantiation technique described below.  This allows new object to reuse previously developed modules or to develop composite objects that add features to a particular configurable interface. (See the section below Using the Framework Design Patterns to add functional layers )

Design Patterns

The framework makes use of several important design patterns. As described in the section on framework initialization, framework modules are initialized through a combination of the Factory and Visitor patterns - the framework uses a basic factory pattern to instantiate framework modules but delegates the details of each modules’ initialization to the module itself through the use of the RTI "IConfigurable" interface. Another very important design pattern is the Decorator or Proxy pattern, used to build search or result processing "pipelines". Related to this is the "Composite" pattern used to create complex search or result display interfaces from simple components. Both of these patterns rely on the notion of a parent or "wrapper" module which contains one or more child modules where the parent and child implement the same interface. The wrapper adds structure or additional behavior to the output of the child module or can do pre- processing of the input or post-processing of the output of its children. The use of containment in the module design is facilitated by the use of XML in the configuration layer - wrapper modules typically contain sub-modules in which the XML configuration for the sub module is nested within the XML configuration of the parent. Extensions to the framework can thus be achieved both through the use of OO Inheritance and Composition or containment. 

To achieve maximum reuse, modules should be designed to do one specific thing so that they can reuse existing modules when necessary or be reused themselves. If a module is multi-purposed, it should be configurable so that wrapper modules are not forced to use functionality that they do not need or want.

RTI Framework Modules

Common Infrastructure components

The RTI Framework consists of a set of common components and core module types. This section describes the basic components of a framework application and their roles and responsibilities.  The framework contains two main "singleton" objects which serve as entry points to all framework resources, the "ConfigurationManager" which manages all data retrieval and user interface objects and the "SessionManager" which manages user sessions and the resources and state management objects necessary to maintain a contiguous user experience.

ConfigurationManager

· Singleton object.

· Responsible for framework initialization. Manages lifecycle of infrastructure objects, factory objects etc. 

· Common point for acquisition of application resources and modules. Contains methods by which handles to objects of different types can be acquired.  

SearchFieldMap

· Owned by ConfigurationManager.  

· Manages search sources, search fields, search and display forms.

· Defines abstract search fields that are used to provide a standard or normalized metadata definitions within an application. Especially important in federated search applications in which search results from multiple search sources are combined.

SecurityManager

· Manages user security issues.

· Abstract base class. Subclasses deal with specific security protocols or security packages.
SessionManager

· Singleton object
· Manager user sessions, including login/logout, session lifecycle and session-scoped data caches and data management.
· Contains 


UserSession

Source-specific SecurityManagers

SessionDataManager 

· Manages state information that is maintained simultaneously by client-side and server-side code.  Example, marked records in a display form. Switchable or tabbed elements or renderers where client-side DHTML is used to achieve fast responses. 

Core Interfaces and Module types

This section describes the basic interfaces and object types used in the RTI framework. 

Core Application Components and Interfaces:

IConfigurable

· Base interface for all objects that can be configured in the applications configuration XML. Defines a single method:

public void initialize( org.w3c.dom.Element configElement );

SearchSource 

· Represents a particular configured instance of a data source type such as a database, file system, web site, Verity collection, etc.

· Contains all of the information needed to query the source. This information is obtained from the configuration layer. 

· Is an Application resource owned by the ConfigurationManager and its SearchFieldMap - this means that there is only one SearchSource instance of each configuration of the source for the application.  That is, there may be more than one <SourceType> tag in an application that uses the same backend resource, but for each <SourceType> tag there will be one and only one SearchSource object.  The SearchSource object should therefore not contain any session-specific information - rather, session state variables should be put in the SearchSource's associated IQueryProcessor object.

IQueryProcessor

· Obtained from a SearchSource by calling its getQueryProcessor( ) method.

· Executes the query using configuration information contained in the SearchSource object passed to it.

· Maintains all session-scoped information such as data cached for paging.

ISourceMap

· Abstract interface provides a loose-coupling between search forms and data sources.  

· Allows dynamic, context-dependent relationships to be established between user input forms and search sources. Sources can be directly selected by user choice or preference settings or indirectly according to user role. 

IResult / IResultSet

· These interfaces represent sets of result metadata. The IResultSet interface contains a set of IResult objects. Each IResult represents a collection of metadata describing a single entity (such as a document).

QueryProcessorFilter 

· An extension of SearchSource that wraps another SearchSource (Composite Pattern).

· Applies actions before and/or after a search (executeQuery) to the query and/or to the results which are obtained from its nested SearchSource’s QueryProcessor.

· Acts as a SearchSource element for configuration purposes.

· Enables query/result processing ‘pipelines’ to be built from components (‘Decorator’ pattern)

General Purpose QueryProcessorFilters

Query mapping, formatting

Source and parameter Selection

Special Purpose


Logging

Dynamic categorization / profiling

Recommendation

Search History

Load balancing / load distribution

Configurable User Interface Elements

Search / Result / Query "Renderers"

· "Renderers" convert framework objects to some type of String. (usually in HTML format but this is not a requirement of the interfaces).

· Renderers can be used for any purpose, typically they are part of a page "form" renderer such as a search or results display page.

SearchForm Renderers

· Can create search form elements ranging from simple to complex.  

· Can contain one or more SearchElementRenderers for more fine-grained layout control.

DisplayForm Renderer

· Creates document result display pages.

· Can be composed of one or more "ResultRenderers".

Result Renderers

· Convert all or part of a result object to a String output (usually HTML).

· Enables specialized processing of specific fields independently of other fields.

· Use other pluggable components such as String filters and formatters for flexible control of result field rendering.

· XSLResultRenderer enables entire result XML or a specific XML field to be rendered using an XSL transform.

Page Import Renderers

· Import sections of an html page from external sources. 

· Can be simple (e.g. an html fragment file) or complex (web mining implementations that get current page sections from remote, possibly secure sources).

Page link renderers

· Used to format paging controls and page size controls. 

· Provides pluggable page control rendering from simple to complex.

Sort controls

· User interface controls for result re-sorting.

· Can be incorporated into column headers of a display form or displayed separately (e.g. a dropdown selection element for sort order).

Query Renderers

· Renders the current or a saved query to HTML.

· Used to re-execute saved queries or to display the current query parameters.

· Mouse-over popup version enables complex queries to be displayed while preserving screen real estate.

Graphical Renderers

· Graphical rendering elements for taxonomy rendering, result trend analysis, scoring, etc.

Document ContentHandlers

DocumentContentHandlers are responsible for full text retrieval of documents. The basic interface for DocumentContentHandlers is defined in the com.raritantechnologies.quickstart.userInterface package:

Basic Interface:

     com.raritantechnologies.quickstart. (w/o break)

        userInterface.IDocumentContentHandler
Document content handlers provide a switchable content source - can dynamically switch content source in a results display based on source - URL, File, Documentum, Verity, Remote secure web sites, etc..  They can also perform other functions such as URL redirection to a local file or to a network file server.

Content handlers can be nested in one or more DocumentContentHandler ‘Filters’ which perform some function before or after sending document. Note that these functions are added via the configuration layer and so can be combined in a single content handler stream.

Functions of content handler filters include:

· Link Verification

· Security

· Logging

· Highlighting

· Tagging
· Recommendation
Query Save / Restore

The framework includes modules for saving and restoring queries to a back-end system. The query save / restore modules combined with modular reporting facilities enable query logging and user directed saving to be used for functions such as top queries, shared queries, administrator query log analysis, and email alerting.

Bean classes for Query/Result pairs

QueryResultBean

QueryResultBeanSet

Interfaces for persistence of Query and results

IQueryResultSetWriter

IQueryResultSetReader

Database and file-based implementations.

Trending / Alerting / Reporting / Scheduling modules

Saved queries can be used to show result trends via graphical renderers, set alerts that generate reports which are sent to one or more users.  The reporting tools reuse the result rendering modules described above.  The framework also includes a built-in, configurable Scheduler module that can be used to periodically update various reports such as most frequent queries, most viewed documents, and user-managed alert reports.

Utility Modules

The framework contains several “utility” interfaces that are used by the other types of framework module described above. These classes perform basic functions such as string filtering, or object comparison.

Result formatters

Result formatters can manipulate one or more fields in a search result (IResult) object. They are used for date conversions, string filtering (using a nested StringFilter described next), and pattern or keyword extraction. The LookupFormatter can be used to merge information from different sources, using an RTI SearchSource.

ResultMatchers

Result matchers are configurable elements that implement a simple interface that asks if a given IResult object matches the matcher’s internal criteria. Result Matchers vary from simple to complex. They are used by DynamicRenderers to generate output or execute some filtering operation depending on the result properties. Another use is to screen results for security access using a SecureAccessResultMatcher, which can be used to configure a switch between a renderer that provides an active hyperlink or one that just shows the record name if the security policy is to show all records but only allow access to users with proper privileges.

String Filters

String filters are configurable elements that can be used in mulitple contexts to manipulate character strings. The framework currently includes string filters for date reformatting, regular expression parsing, basic string manipulations such as initial caps, upper case, substring extraction, etc.  There are also more advanced or complex implementations such as lookup filters, a URLContentFilter which replaces a URL with the URL’s contents and others.

Configurable comparators

These extend the java.util.Comparator interface by adding configurability. This enables other configurable modules to extend the types of comparisons that they can use to make filtering, rendering or querying decisions. 

XML processing

The Raritan framework contains a number of XML facilities including a Programmable SAX parser that can be configured to parse arbitrarily complex XML streams. 

Framework control and data flow

Basic framework initialization

This section describes the basic control and data flow of an RTI framework application.  As described above in the architecture section, the application layer is responsible for initiating the framework's initialization.  It does this in the course of acquiring application resources through the ConfigurationManager, using code like the following:

     ConfigurationManager configMan = ConfigurationManager.getInstance( );

The RTI framework is initialized in an application JVM the first time that this method is called as described below.
Java Dynamic Instantiation + Abstract Interfaces / Classes 

The achieve its extensible / modular design, the framework makes extensive use of a Java technique called Dynamic Instantiation. It is the basis for the framework's extensible design because it allows the actual object class used to implement an interface to be specified at run-time, not compile time - and hence, pluggable and configurable. Note that the concept of "doesn't need to know" is probably the most important OO concept that framework developers need to understand - all the framework "knows" at compile time is that it will get an object that implements a particular interface but that is all that it "needs to know".  The developer should embrace this concept as well - it will save a lot of headaches if the developer focuses on implementing an interface without worrying about "who calls it" or by writing client code without worrying about "how does the interface work".  The confidence needed to do this is facilitated by an overall understanding how modules plug together and the basic patterns of control and data flow as described in the section.

  1) In Java, to create an object of a particular type without the framework code having to know the actual class at compile time, we need:

a) Abstract interfaces or base classes - since the actual classes used is not known at compile time, use of inheritance and polymorphism is a must. Interfaces are prefered over abstract base classes because they enable multiple inheritance and complete flexibility in implementation. (Base classes are typically the first level of implementation of interfaces and are used to consolidate common functionality).

b) Implementation classes with a null constructor (a constructor that takes no parameters).

c) Configuration layer in which the class name is given.

  As discussed previously, the fact that the framework doesn't know the actual type that is used enables the modules to be pluggable. Also, the framework code does not need to change when new object types are added: this makes it easily extensible. Furthermore, because the modules are pluggable, the interfaces have to be designed so that different types of modules can work together without knowledge of what other modules are plugged in: this achieved through rigorous application of the OO principle of encapsulation. This enables them to be reusable.

With this set up we can use the Java ClassLoader and the static Class.forName( ) method to get instances of objects that can initialize themselves:

// "element" is an org.w3c.dom.Element object that is either passed 

// to this method or has been extracted from a parent Element 

// in the course of the current method's execution
String theClassName = element.getAttribute( "className" );

try

{

IAbstractClass someClass 

  = (IAbstractClass)Class.forName( theClassName ).newInstance( );

// If IAbstractClass extends IConfigurable tell it to 

// initialize itself:

someClass.initialize( element );

}

catch ( ClassNotFoundException e )

{

ConfigurationManager.writeError( this, 

                                 "CONFIGURATION ERROR!!!" );

}

The above code is most often found within factory methods in the main configuration classes or in initialize methods of objects that want to have configurable child objects. 

Framework Initialization: Basic control flow:

In a web application, initialization of configurable objects starts with the J2EE instantiating a RTI custom tag.  To do its work, the custom tag gets an instance of ConfigurationManager using the static getInstance( ) method.  
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Configurable Object Creation - basic control flow:
1) Application layer objects call the static method ConfigurationManager.getInstance( ) to get framework resources. ConfigurationManager is an abstract base class.  It implements the Singleton pattern through this static method.

getInstance( ) uses a key file Config.properties to determine what the actual implementation class of ConfigurationManager to use. Config.properties must exist somewhere in the application Resource path (i.e. the JVM classpath)  Note even though ConfigurationManager is an abstract class, this can work because the getInstance( ) method is static - all static methods are loaded and available for use before any objects instances of a class are created.  It then constructs its subclass and initializes it using dynamic instantiation:

try

{

        theConfigurationManager 

              = (ConfigurationManager)Class.forName( 

                                  configManagerClass ).newInstance( );

        theConfigurationManager.initialize( prb );

        // If the Scheduler is not null, start it now...

        if (theConfigurationManager.theScheduler != null)

        {

            theConfigurationManager.theScheduler.start( );

        }

    }

    catch (RuntimeException e )

    {

        System.out.println( "ConfigurationManager.getInstance() " 

                            + " couldn't instantiate!" );

        throw e;

    }

    catch (Exception e )

    {

        System.out.println( "ConfigurationManager.getInstance() " 

                            + " couldn't instantiate!" );

        throw new RuntimeException( e.getMessage() );

    }

The Config.properties file also identifies the location of the Configuration XML file.  

The ConfigurationManager subclass must implement the 

                    initialize( PropertyResourceBundle prb ) method.

The main subclass of ConfigurationManger is XMLConfigurationManager.  It is an intermediate base class (so we can have a completely different way of configuring applications such as RDBMS rather than XML if we want).

  XMLConfigurationManager gets the XML file path from the system property resource bundle and initializes the main configuration objects using XML DOM techniques. It declares a protected initialize method designed to enable subclasses to add their own initialization behavior.

Subclasses of XMLConfigurationManager include:


eComConfigurationManager


FederatedConfigurationManager


QuickstartConfigurationManager


WebServiceConfigurationManager

Browsing the protected initialize( ) methods of these objects (which is the frequently the only method implemented) shows that they extract the following objects from the XML configuration.

XMLConfigurationManager

LoggerConfiguration - log4J configurations

SystemObjects - these are extension objects in which the only condition is that the object implements the IConfigurable interface.  These objects are acquired from the ConfigurationManager through the getSystemObject( type, name ) method.  

This provides a general "cache" for configurable objects.  Newly defined module  types that don't fit the standard module types (such as SourceType, SearchForm or DisplayForm for example) will probably be added to the framework design as SystemObjects.

Scheduler:  Sets up a Scheduler for background job processes.

QuickstartConfigurationManager

Initalizes all of the above (by calling super.initialize( prb ) in its own implementation) then initializes:

ContentHandlers - Objects that can acquire full-text documents from some document source. Implementations of IDocumentContentHandler.  ContentHandlers are added to the SystemObject cache using the type "DocumentContentHandler".

ParamMaps - Creates a name=value named parameter map.  Parameter Maps can be used by applications in any manner they choose.  (LessonsLearned uses them to switch behavior based on the initial URL).  ParamMaps are added as to the SystemObject cache.

SecurityManager - Quickstart applications can have more than one security manager for source-specific security manager needs.  

SearchFieldMap and SearchSources.

The ConfigurationManager owns another key object the "SearchFieldMap". The SearchFieldMap maintains all of an application SearchSource objects and manages the abstract fieldIDs etc. This object can be acquired from the ConfigurationManager by the following ubiquitous code sequence:

ConfigurationManager cMan = ConfigurationManager.getInstance( );

ISearchFieldMap sfMap = cMan.getSearchFieldMap( );

The ConfigurationManager has an instance variable:

private ISearchFieldMap theSearchFieldMap;

When getSearchFieldMap( ) is called the first time, this object is null.  ConfigurationManager initializes it using an ISearchFieldMapFactory which it obtains through an abstract method:

public abstract ISearchFieldMapFactory getSearchFieldMapFactory(  );

Suclasses must implement this method.  This method is abstract so that main instantiation as described above can be coordinated with SearchFieldMap instantiation.  The XMLConfigurationManager uses a common XML file for ConfigurationManager, SecurityManager and SearchFieldMap initialization whereas a hypothetical RDBMSConfigurationManager might use a set of DB tables to do the same job.

XMLConfigurationManager implements this by providing an XMLSearchFieldMapFactory constructed to point to the main configuration XML.

XMLSearchFieldMapFactory initializes the SearchFieldMap and uses an XMLSearchSourceFactory to initialize all of the SearchSources.

The SearchFieldMap factory objects initialize the following object types:

Abstract Field Specifications ( from the <FieldSpecs> tag).

Search Sources (from <SourceType> tags.)
Search Forms ( and associated Renderers)

Display Forms ( and associated Renderers)

Search - results display control / data flow

This section describes the basic control and data flow for RTI search web applications.  

Basic flow

QuickStart applications:
The basic control flow of Raritan framework “quickstart” applications is shown in the following figure. Within the search page is a custom "SearchForm" tag which controls the generation of the HTML form (1). The SearchForm tag uses a configurable SearchFormRenderer to generate the HTML search form. When the user submits this form (2), an HTTP request is sent to the results display JSP page (which can be the in the same page as the search form). The Results page performs the actual search by submitting the HTTP request to a SearchBean object which translates the request parameters into a Raritan standard search API format (3). The search is executed by a “Query Processor” which returns the results in a standard Raritan format: the IResultSet interface (4). The Result Display Form tag then uses a configurable Result Renderer to translate the standard IResultSet into HTML (5).
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   QuickStart search application typically consist of a SearchForm JSP custom tag, and a DisplayForm custom tag.  That is, the JSP page for the search form will have a custom tag element similar to this:

<%@ taglib uri="../WEB-INF/SearchForm.tld" prefix="search" %>

. . .

<search:SearchForm

     formName="Advanced" 

     action="AdvancedSearch.jsp"

     categoryName="healthCare"

     hiddenFields="sourceType:Verity_XML"

   />

The "formName" element of the custom tag, maps to a <SearchForm> tag in the applications configuration XML:

    <SearchForm name="Advanced" category="healthCare" >

     <Field ID="AU" type="text" width="50" name="Author" />

     <Field ID="TI" type="text" width="50" name="Title" />

     <Field ID="AB" type="text" width="50" name="Abstract" />

     <Field ID="PageSize" type="radio" name="Page Size" >

       <Choice value="10" name="10" default="on" />

       <Choice value="20" name="20" />

       <Choice value="50" name="50" />

     </Field>

    </SearchForm>

Another important parameter in the custom tag is the "categoryName" parameter which will later be used to link up the search form with a search source.  The third required parameter is "action" which determines the target of the form submit.

When this page is compiled and run, the J2EE application server connects the <search:SearchForm ...> Custom tag to the RTI SearchForm class through the Tag library descriptor (.tld) file.  The J2EE application server (e.g. Tomcat) calls the "set" methods for the tag parameters on the SearchForm object that it instantiates.  The SearchForm object uses the "formName" and "categoryName" parameters to locate a "SearchFormRenderer" through the ConfigurationManager and its associated ISearchFieldMap:

ConfigurationManager cMan = ConfigurationManager.getInstance( );

ISearchFieldMap sfMap = cMan.getSearchFieldMap( );

ISearchFormRenderer searchFormRenderer 

     = sfMap.getSearchFormRenderer( searchFormName, categoryName );

if (searchFormRenderer == null)

{

    searchFormRenderer = new BasicSearchFormRenderer(  );

}

The "getSearchFormRenderer" method will examine the SearchFormRenderers registered with the ISearchFieldMap when the configuration XML was loaded (see section on Framework Initialization above). If no SearchFormRenderer is defined for the form (as in this example), a default "BasicSearchFormRenderer" will be used.  Once the search form renderer is acquired, it is used to generate the search form HTML:

public String getBody( RaritanPageContext rpc )

{

    ISearchFormRenderer sfRend = getSearchFormRenderer( rpc );

    return sfRend.getBody( searchFormName, categoryName, 

                           initialFields, hiddenFields, 

                           action, formInitArgs, rpc );

}

(Note: A RaritanPageContext is a platform neutral context object, it contains the information sent to the JSP page in the HTTPServletRequest).

The SearchFormRenderer as its name implies will generate an HTML <form> fragment.  The form will contain the search fields defined in the configuration XML as well as some control fields, most importantly "formName" and "categoryName":

[ html output here ]

The form "submit" action will cause the display page to be activated.  This page may be on the same page as the search form. To indicate that a search operation is in progress, the control request parameter "formType" is set to "search".

The result display page works similarly to the search page.  It starts with a JSP custom tag called "DisplayForm" which refers to a <DisplayForm> tag in the configuration XML:

[ display form custom tag here ]

Source Mapping – Flexible search source selection and management

The Raritan framework contains a configurable “source mapping” layer that manages the connection between user interface elements and the application’s underlying search sources. For some applications, this coupling or mapping is relatively simple – there may be only one search source or a fixed number that are always used. In others, the user may be given a choice of sources or the source may be selected by the application ‘on-the-fly’ based on user role or search context.

Source Mapping configuration
The source map schema enables a source taxonomy to be created which can be tailored to a specific type of search result.  The XML schema consists of a root <SourceMap> tag  and one or more <Object> tags.  

Dynamic Source Mapping
Some applications utilize a “source mapping” option in which search sources are determined by search or browse context and do not need to be selected by the user.  Rather the user navigates a hierarhical browse “tree” and can search and/or view documents retrieved from one or more search sources linked to specific locations in the browse tree. This mapping is defined in an XML file referenced in the Config.properties file using the “SourceMapXML” property:

SourceMapXML=BASE_PATH/AppSourceMap.xml

The source map XML  defines the relationship between browsing nodes and one or more search sources. Search nodes can be individually configured with initial search parameters so that the search is focused of “tailored” to a particular subject associated with the browse.

Extending the RTI Framework

This section describes the programming options and patterns that are common when solving problems that the RTI framework is currently incapable of addressing. Given that the framework has a distinct architecture and design that provides a coherent, integral solution to search application problems, extensions to the framework should endeavor to maintain this integrity. Depending on the nature of the problem, the changes may involve extensions to a current module by adding configuration options, the creation of a new module that makes use of already developed modules, the writing of an entirely new module that uses an already defined interface or interfaces or finally the creation of a new interface/module type. This section discusses the scenarios that indicate the choice of a particular technique along with general guidelines for executing them.

Adding configuration options to existing modules

Many times a new feature requires a slight modification to an existing framework module. In cases such as this it is appropriate to extend the current module by adding one or more configuration options. As this new feature is by definition not needed by any currently deployed modules, it is the responsibility of the developer to ensure backward compatibility. This means that new configuration parameters should be optional and that the default values should cause no change to the current behavior of the module (The "Hippocratic Oath" of the framework developer -- First, do no harm!). The initialization code should not require the new parameters to be present in the configuration XML and the method should be coded so that only if these parameters are present should the non-default values be used. For example if a new boolean parameter is added to a module using a tag attribute like this:

<ModuleTag class="existingClass" newFlag="true" >

where the old behavior of "existingClass" will be ensured if this new flag is set to "false" or if the newFlag attribute is missing from the XML, the following initialize code should be added:

public void initialize( Element elem )

{

    . . .

    String newFlagSt = elem.getAttribute( "newFlag" );

    if (newFlagSt != null && newFlagSt.equalsIgnoreCase( "true" ))

    {

        this.newFlagVal = true;

    }

    else

    {

        this.newFlagVal = false;

    }

    . . .

}

and we have a new instance variable defined as:

private boolean newFlagVal = false;

Then, in the modules implementation methods we have code like this if the new flag adds some behavior to the existing module:

if (newFlagVal)

{


// do something new

}

or if this flag represents some change from the old way (i.e. a "switch"):

if (newFlagVal)

{


// do it the new way

}

else

{


// original way here

}

The benefit of this technique is that it allows us to reuse a current module and extend its functional possibilities. If the changes are modest this is appropriate because it is bad to have to very similar modules that compete with each other for usage, evolve in different ways and in the process create more maintenance problems. The downside of this approach is that it adds "if / else if" logic to the object code. Simple examples like the ones above should cause no problems but more complex, nested or compound boolean logic will cause more difficulties because any changes to currently deployed modules will necessitate regression tests. The more dependencies that are introduced by complex logical constructs, the more costly they will be in terms of debugging and testing especially as the RTI framework code base expands. It is a general rule programming that the longer a method needs to be, the more bugs it is likely to contain (i.e. Murphy's Law).

The above discussion suggests that there is a limit to how much we want to extend a currently deployed module by adding configuration options and associated case logic. At some point, this becomes counterproductive and a new module should be considered.  First of all, if the changes needed are much more than a single switch it is likely that we have a really new functional requirement anyway and don't need to worry about the "too similar" problem. Given this situation we can either add a wrapper class, an entirely new implementation of a currently defined interface or if all else fails a new interface as discussed in the following sections.

Using the Framework Design Patterns to add functional layers

The RTI framework makes extensive use of the delegate or ‘proxy’ and composite design patterns, which are commonly used to extend the functionality of a base interface. This involves the addition of “wrapper” classes that add processing to either the input or output of other classes that implement the same interface. Java programmers familiar with the I/O streams libraries or the SAX XMLFilter design should be familiar with this technique.  The advantage of adding wrapper layers is that the new code cannot break currently deployed applications because they don't use it. (The new code may expose existing bugs in older code which is a "good" thing in the long run!)  Another variation of this is the "Decorator" pattern because the wrapper classes "decorate" or add features in the course of the initial method's execution. That is the client code activates a processing "pipeline" by calling a method on the outer object in the decorator chain and the only way the client can tell how many links are in the chain is by the amount of time it takes to execute the method. Objects within the chain can modifiy data as it flows through the pipeline or can just observe and report what is going on. Another common function of decorator classes is to act as data stream filters.

The QueryProcessorFilter "pipeline"

The RTI framework contains a core component that is designed to enable data processing pipelines to be constructed and interposed between the search query and the result output without requiring changes to or imposing restrictions on existing or future search sources. The base class for these pipelines is the QueryProcessorFilter class and its associated source and factory classes, QueryProcessorFilterSource and QueryProcessorFilterFactory respectively. QueryProcessorFilterSource is a subclass of SearchSource that can instantiate any type of QueryProcessorFilter. By extending SearchSource it can be inserted into a search application through the configuration XML, where the pipeline structure is defined. QueryProcessorFilter implements IQueryProcessor using the proxy pattern. It contains methods by which subclasses can use to do pre- or post-processing on the search request and/or the search results.

Example uses of QueryProcessorFilter

Adding Query Logging and Search History:

A typical use of the QueryProcessorFilter is to add a logging component to the query.  Another use would be to build up a Search History list. Both of these functions can be configured by linking a LoggingQueryProcessorFilter to a SearchHistoryQueryProcessorFilter.  Finally, the actual search source is linked to the SearchHistoryQueryProcessorFilter.

XML configuration (line breaks have been added for clarity):

   <SourceType 

       name="loggedSearches" 

       type="QueryProcessorFilterSource"

       sourceFactoryClass = "com.raritantechnologies.searchApp.

                             QueryProcessorFilterFactory"

       filterClass  = "com.raritantechnologies.searchApp.logging.

                         LoggingQueryProcessorFilter"

       inputSource  = "searchHistorySource" >

       <!-- Internal details of LoggingQueryProcessorFilter 

             not shown -->

   </SourceType>

   <!-- The Search History Filter -->

   <SourceType 

       name=" searchHistorySource" 

       type="QueryProcessorFilterSource"

       sourceFactoryClass = "com.raritantechnologies.searchApp.

                             QueryProcessorFilterFactory" 

       filterClass  = "com.raritantechnologies.searchApp.logging.

                        SearchHistoryQueryProcessorFilter"

       inputSource  = "[the real search source]" >

       <!-- Internal details of SearchHistoryQueryProcessorFilter 

             not shown -->

   </SourceType>

Data flow:

In this example, the user’s search request is sent to the first query processor in the pipeline – the LoggingQueryProcessorFilter. (This connection is establised by the SourceMap configuration with is used to connect user interface elements to search sources.  See the section on SourceMap design and configuration below).  The LoggingQueryProcessorFilter looks at the query parameters and the session information in the request, logs the search to its back end “appender” (which is configurable), and then passes the search request to its “input source” which can be an actual search source or another query processor filter.  In this case, the next source is a SearchHistoryQueryProcessorFilter.  This object keeps a list of the queries that were executed by a user in a given application session. Depending on how it is configured, it can also temporarily cache the results. To do this, it sends the query to its proxy search source, which in this case is an actual search source. When the results are returned, it combines them with the query into a QueryResultBean and adds this to the list of searches in the current session. It then returns the result set to the caller.

Query Mapping/ Query Parsing:

Another typical use it to map the query input to the specific parameters or formats required by a source. This example uses a QueryParserFilter to transform the query parameters to a format more suitable for a specific source:

The SearchFormRenderer/SearchElementRenderer pipelines

SearchFormRenderers and SearchElementRenderers can be nested. This enables additional properties and behaviors to be added to existing renderers such as

context switching of search parameters (e.g. based on currently selected search sources, user roles or preferences).

The DisplayFormRenderer/ResultRenderer "pipeline"

DisplayFormRenderers and ResultRenderers can be nested. 

Filtering, formatting, highlighting, switching functions.

Extensions for filtering, source mapping, customization

Techniques for writing configurable wrappers: eXtending XML.

The method used to build new processing layers for Raritan interface objects are the same as used by the framework itself to instantiate IConfigurable objects: 1) detect the child XML elements in your own configuration element, 2) dynamically instantiate the object based on the type of child tag and its class name, 3) pass on the child XML element to the newly created IConfigurable object’s initialize method, 4) add the child object to your objects property set. 

This basic technique is demonstrated in the following example. In this case, the object has an optional StringFilter that can be used to modify its processing.  In its inititialize( ) method, it looks for a <StringFilter> tag, and if it finds one, it instantiates an IStringFilter instance:

public void initialize( Element configElem )

{

   . . .

   // See if we have any StringFilter child tags.

   NodeList stringFilterLst 

      = configElem.getElementsByTagName( “StringFilter” );

   if (stringFilterLst != null && stringFilterLst.getLength() > 0)

   {

       // We DO: get the first one (there could be others in child

       // tags for example and getElementsByTagName returns all 

       // nested elements no matter how deep.

       Element myFilterEl = (Element)stringFilterLst.item( 0 );

       // Get its class name:

       String className = myFilterEl.getAttribute( “class” );

       // Now instantiate it:

       try

       {

           this.myFilter 

            = (IStringFilter)Class.forName(className).newInstance();

           // And give the filter objects it’s XML to initialize

           // itself with:

           this.myFilter.initialize( myFilterEl );

       }

       catch ( Exception e )

       {

           // If here – the class name might have been bad, 

           // our cast to an IStringFilter may have failed etc…

           ConfigurationManager.writeError( this, 

                               “INITIALZE FAILED: “  + e );

       }

   }

}

An alternate DOM technique uses the getChildNodes( ) method of the base DOM Node class.  This has the advantage that it will return all of the child nodes only one level deep, but the disadvantage that it returns all types of DOM nodes (Text nodes, attributes etc.).  This should be used however when your objects expects more than one child object and the child objects can themselves have the same type of nested object. (The problem with getElementsByTagName( ) is that it returns all nested Elements, not just the immediate children.)  An example of this technique is shown below:

   public void initialize( Element configElem )

   {

       NodeList childNodes = configElem.getChildNodes( );

       if (childNodes != null && childNodes.getLength() > 0)

       {

           for (int i = 0; i < childNodes.getLength(); i++ )

           {

               Node n = childNodes.item( i );

               if (n instanceof Element 

               && ((Element)n).getTagName().equals( theTagName ))

                {

                    Element el = (Element)n;

                    String className = el.getAttribute( “class” );

                    try

                    {

                        // Its an element and it’s the right name…

                        // instantiate it as above. . .

                    }

                    catch (Exception e) 

                    {

                        // A Configuration error!

                    }

                }

            }

        }

   }

Writing new modules 

If changes to existing modules or the addition of wrapper classes is insufficient, then a new module may need to be developed.

Extending the Framework design

This section describes scenarios in which the framework design may need to be extended.

Adding new interfaces using the SystemObject extension.

New IConfigurable class.  Add to SystemObjects set.  etc.  Has less impact on the framework than the alternative - extending existing interfaces.  Should not be done if the new interface is basically a "super" version of an older interface because this will cause confusion down the road.  

Extending existing interfaces

This should be done when a new feature is required that logically should be available through an existing interface but is currently not supported by the interface.  New features should be optional and may require do-nothing "stubs" to preserve backwards compatibility.

Documenting the new or modified module

All modules should include documentation on XML configuration schema.

Test programs used to develop the module should be incorporated into the framework module examples suite.

One of the best things that a programmer can do for his or her fellow programmers (which often includes the programmer's future self) is to write informative error messages.  Messages should describe WHERE the error happened, WHAT caused it (i.e. which parameter is messed up) and possibly hints on the origin of the problem if this can be determined based on the context of the error.

Common troubleshooting patterns

Framework configuration problems

Many problems in framework applications can be traced to XML configuration errors.   

Major

Minor

Using the debug diagnostic messages.

_1148283087.vsd

_1149563259.vsd

