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Overview

Raritan Technologies specializes in the rapid development of full-featured, high-end search applications that can integrate content from search engines like Autonomy or Fast with other sources such as databases, file systems, directory services (such as LDAP), document management systems such as Documentum and external sources like news services and web sites. While all of these have content that can be searched, they differ in how the search is done. The Raritan solution takes advantage of the similarities to create a set of interchangeable parts that can exchange information from different sources (e.g., web site vs. database) and handles the differences by making these modules highly configurable. An application is thereby targeted to specific content and its features tailored to the needs of its users without “reinventing the wheel” every time. The result is the rapid development of robust, full-featured search applications.

This document presents a general introduction to the Raritan Search Application Frameworks.  The details on individual frameworks are contained in separate documents:

QuickStart 

This application framework enables search applications to be developed based on search engines such as Autonomy, Fast or Dieselpoint as well as other content sources such as relational databases, Documentum docbases, SOAP-based search Web Services, LDAP directories, web sites, file systems, Z39.50 sites and more. All of the search and retrieval for these sources is handled with a unified set of XML configurable search and result display interface modules. This allows new content sources to be easily “plugged in”.

Extended Federated Search 

Provides an application framework for federated or “meta” search in which a single search request is sent in parallel to multiple search sources. Federated search applications can incorporate Autonomy’s Federated Developer Kit  which provides advanced classification and collaboration features. Raritan’s extensions provide a set of protocol specific federated “workers” that can be configured with XML to retrieve content from any source supporting that protocol. Currently, Raritan supports HTTP (web), SOAP, Z39.50, SQL, LDAP, Documentum and Documentum eRoom and Verity K2 sources. The federated search modules can plug in to a standard Autonomy federated application or can be used within a Raritan framework application. The later provides extensions for advanced search forms, context-dependent source selection, multi-source paging and other features such as highlighting and auto-linking. Sources can be nested to support advanced lookup applications such as when a stock ticker symbol is needed to search a remote site given that the user is only required to supply a company name.

Integrated Parametric or Faceted Search 

Faceted or parametric search provides a multi-dimensional integrated browse / search capability that facilitates experimentation and exploration of data relationships. Raritan has developed a number of specialized user interface elements which enhance the display and navigation of taxonomies both for Verity’s Parametric search and Dieselpoint Faceted search.  
Web Services Framework 

Raritan search processors can be exposed as web services, enabling the creation of a Search Web Services system. This increases the scalability and robustness of search applications by distributing the processing load.  The complete plug-ability of Raritan search sources also eases phased migration of search service implementations without affecting the applications using the services.  Search services can be configured to use single as well as multiple (i.e. federated) content sources. 

Search Application Frameworks

Raritan Technologies search application frameworks are designed to enable rapid and robust, customized development of state of the art search applications. A Raritan framework is not a “search engine”; rather it is a way of integrating content from search engines such as Verity with other information sources such as databases, file systems, internet and WWW sources, directory services, or document management systems such as Documentum into a single integrated search application. A Raritan framework is a fully functional “3 tier” system which provides extensions for security, monitoring, filtering, messaging or other business logic without sacrificing ease of deployment. This is achieved through the use of an extensible XML configuration design which links a customizable Web or Web Service interface to the “back-end” search processes and other supporting modules or systems. 

All Raritan application frameworks are based on a common set of interfaces called the Raritan Abstract Search Application Toolkit. From this base code set, several standard application frameworks can be deployed which support a range of search technologies such as traditional Verity K2 search, Verity Parametric search (or guided navigation), Federated or meta-search to HTTP, SQL, SOAP, Verity and Z3950 sources and dynamic classification or document profiling. Due to its modular design, the Raritan framework can be configured so that these search technologies can be combined within a single application to provide advanced, context-dependent searching and classification. 

In addition to the Abstract Search Application Toolkit, Raritan Technologies has developed a set of configurable web mining tools. These are incorporated into our Federated search toolkit and are also used for intelligent mining of content and taxonomies from web sites for indexing into local search data sources. The web mining toolkit can build structured data (i.e. XML) from structured web sites.

System Architecture 

The Raritan toolkits can be used to develop several types of applications – traditional web applications utilizing the Java J2EE or Microsoft ASP platform, distributed applications based on Web services (SOAP over HTTP) that can be integrated with Web Services-enabled portals such as Plumtree, or standalone applications developed in Java or C++. The framework support “end-to-end” development of search applications including data preparation or indexing and data management. For example, modules which are used in search applications (QueryProcessors and Web mining tools) are also used for indexing remote data sources into local search sources (i.e. a Verity “collection” or Parametric Index). The Raritan toolkits also include advanced data preparation functions such as normalization and integration of data from disparate sources, classification and filtering (e.g. for selection or content enhancement). 

RTI framework applications have a common layered structure consisting of a "front end", a configuration layer, the pluggable framework modules and "back end" or external systems:

Application Layer – Configuration Layer – RTI Framework Modules - "Back End" systems.

A "Front End" can be any application that uses framework modules. It is responsible for initiating the RTI "Configuration Manager" which is responsible for the creation and organization of framework modules, interacting with framework modules and handling framework outputs.  

[Figure here…]

Types of applications include:

Web applications

Web Services applications

Background processes

Alerting / profiling service

Data collection (e.g. Verity collection / PI builds)

Reporting service

Test applications

Development test harnesses

Regression test suites

Maintenance applications (e.g. Federated 404 checkers).

Configuration Architecture 

The RTI framework design enables applications to be constructed from a set of reusable code modules - a key capability for rapid development of complex, yet robust systems. One critical factor in designing reusable software is to allow for a wide variety of architectures and features while preserving common functionality. This is best achieved through a combination of modularity – or “plug ability” and configurability. 

Modularity is achieved by defining a robust set of abstract interfaces. Java is an ideal choice for developing reusable software because it enables the complete separation of the module's interface, which describes "what" the module does, from its implementation which defines "how". By having multiple implementations of a given interface, it is possible to achieve a "plug-and-play" type of system. Another key feature of Java is its ability to choose modules dynamically - or in other words, to decide which module to use as the program runs. This enables both configurable and adaptive or context-dependent switching of functionality.  Finally, the ability to add new features or capabilities to an application that make maximum use of previously developed functionality requires an extensible design. 

The RTI framework achieves this by providing a configuration design that does not restrict how individual modules initialize themselves. The framework defines the overall structure of the configuration XML, but it doesn't dictate the details of each module's XML fragment. It does this by taking full advantage of the 'X' in XML (which actually stands for ‘eXtensible’) - and the use of design patterns (the 'Factory' pattern combined with the 'Visitor' pattern).  Each module defines how it needs to be initialized by providing an XML sub-schema for itself. All the framework needs to know is the type of module and its Java class name. It then creates a bare instance of the object using the class name (Factory pattern) and provides the necessary XML fragment for its initialization (Visitor pattern). This means that new modules can be developed and plugged in to an existing system by creating the new module's implementation and its associated configuration needs in parallel.  Furthermore, new modules can "reuse" existing modules by emulating the frameworks Factory/Visitor pattern design. This enables the development of "wrapper" or composite modules that provide additional features or capabilities to already developed modules. The wrapper contains nested or "child" modules that are initialized by the wrapper object in the same way that the framework initialized it. The wrapper implementation can then provide pre- and/or post-processing to the output of its contained modules without having to know how the contained object generates its output or what specific type it is (it could be another wrapper object for example). Because of this, object implementations are simplified - which means in practice that they can be robustly coded.  Complexity and extensibility are thus achieved without sacrificing stability.
Web Application Frameworks

The figure below shows the three main layers of the Raritan web search application frameworks. The top layer represents examples of applications built from the frameworks. The middle layer consists of the application frameworks proper. The bottom layer consists of the Raritan Abstract Search Application Toolkit, the Raritan Web Mining Toolkit and other tools such as Verity APIs and other third party and open source packages. 

The QuickStart Application Framework can be used to develop robust, full featured search applications based on the Verity K2 search engine. The Parametric Index Framework focuses on Verity Parametric searching or guided navigation – a powerful means of providing intuitive browsing across multiple information dimensions. The eCommerce framework is built upon the Parametric Index technology and provides additional tools for managing eCommerce sites. The Extended Federated Search Framework provides many advanced search features in a federated or meta-search context – a single search is sent to multiple sources in parallel. The Raritan Technologies solution includes a set of configurable “Query Processors” which enable rapid development new federated search sources.  
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In the above figure, the bottom two layers, the "Application Toolkit Layer" and the "Application Framework Layer" contain the Java objects of the RTI framework (i.e., the compiled code). In contrast, the top layer which represents the applications developed with the framework only contains JSP or ASP pages and XML configuration files. That is, most new applications can be developed from the application frameworks simply by combining existing code modules using HTML, JSP pages composed of custom JSP tags, stylesheets and XML configuration files. As described above, the Java classes are specifically designed to be extensible for those cases in which the core modules are not adequate to meet some new functional requirement. 

The individual application frameworks are based on a common set of core modules and employ a common architecture. This means that applications can be developed from one or more of these frameworks enabling the underlying search engine technologies to be combined in creative ways. In other words, applications are not limited to one search technology. For example, a traditional search application using Verity K2 or a local database or a Verity Parametric application can produce results that are "auto-tagged" with hyperlinks that launch Federated searches as a way of implementing a "see also" feature. 

Web Application Architecture

The Web application architecture consists of four main components, the user interface layer composed of JSP or ASP pages, cascading style sheets and HTML pages, an XML configuration file, a set of JSP tag libraries and the application toolkit. The use of custom tags minimizes the amount of server code needed in the JSP pages to provide a complete separation of presentation (look-and-feel) from computation.

JSP Architecture

The JSP architecture is shown in the following figure:
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ASP Architecture:

The ASP architecture uses a JavaCOM bridge to emulate the JSP custom tag calling sequence.  This enables the use of JSP custom tags in ASP pages:
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Modular User Interface Design

Configurable user interface modules are provided for login, search and results display for each of the application frameworks. The login modules support ‘single login’ configurations for applications where multiple data sources are combined into a unified search experience and where separate accounts may exist on different sources. The search and results display interfaces utilize custom HTML tags that are XML-configurable and support several advanced features including the ability to be dynamic or context dependent so that the search fields and back-end search sources can change depending on search context or user identity (“source mapping”). In addition, the frameworks can include advanced display features such as auto tagging, document profiling or dynamic classification and adaptive ranking (a results relevance increases with repeated access) when used with Verity.
Web search pages:

The figure below describes the general data/control flow for web search pages. On the left are shown the JSP (or ASP) pages served by an application server. Within the search page is a custom "SearchForm" tag which controls the generation of the HTML form (1). The SearchForm tag uses a configurable SearchFormRenderer to generate the HTML search form. When the user submits this form (2), an HTTP request is sent to the Results Display JSP page. The Results page performs the actual search by submitting the HTTP request to a SearchBean object which translates the request parameters into a Raritan standard search API format (3). The search is executed by a “Query Processor” which returns the results in a standard Raritan format: the IResultSet interface (4). QueryProcessors exist for a number of different search sources such as Verity K2, Verity Parametric Index, web sites, SQL-compatible databases, SOAP sources (Web Services) and others. The Result Display Form tag then uses a configurable Result Renderer to translate the standard IResultSet into HTML (5).
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Result display:

Results display pages use a similar high level architecture. The UML collaboration diagram below shows more detail on the configuration and initialization of result display elements. First, the application server initializes the DisplayForm which is a JSP custom tag (1). One of the initialization parameters is the display form name. The DisplayForm object then requests a “DisplayFormRenderer” from the global ConfigurationManager of the name passed to it in the tag definition. The ConfigurationManager and its associated Renderer “Factory” objects use the applications' XML configuration file to create and initialize the appropriate type of renderer which is then returned to the DisplayForm and used to render the result data into an HTML fragment, which is finally returned as part of the HTML page returned to the browser. Composition of the display page can now be changed through a combination of changes to the JSP (or ASP) page and the XML configuration page, by the selection of the renderer elements and their associated parameter settings. Additional HTML code can be placed around the custom tags to complete the custom presentation.  (A similar pattern is used to construct the "SearchFormRenderer" described above).
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The Raritan design supports two methods of page composition. For simple pages, “basic” page renderer tags are provided which require minimal configuration and parametization. More advanced search and result display screens can be composed using HTML renderer “elements” which provide more fine-grained control of page composition and also enable support for more advanced features such as dynamic configuration, session-state management (i.e. pages that 'remember' what the user did) logging and custom filtering. The Raritan design differs from common practice in that Raritan JSP pages contain little or no Java code intermixed with HTML. The JSP page itself is focused on page composition and presentation style. JSP custom tags provide reusable functional modules without requiring Java code to be written into the JSP page. More complex functional configuration issues are delegated to the XML configuration layer which enables additional functionality such as logging, messaging and filtering modules to be inserted without obscuring the presentation flow described by the JSP page. Although this requires some reorientation by page developers, the benefits of separating presentation logic from function are well established. The XML also manages the configuration of back-end search engines and handles all coupling issues between the user interface and underlying data sources.
Additional Documentation

Raritan Application Framework Modules

Provides a module "parts list" with descriptions of each module, its XML configuration, sample views and links to sample applications.

XML Configuration Design

Provides more detail on the configuration of search sources.

HTML Scraping Document

Describes Raritan Technologies XML configurable HTML scraper

Javadocs  

Web page formatted Java document set produced by the javadoc utility for licensed users of the toolkit.

RTI Framework Developers Guide

Provides additional detail for framework developers and for clients who wish to extend the framework, including code walkthroughs of major framework concepts and detailed discussions of object life-cycles, data and control flows. Available to licensed users of the toolkit
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